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EEBRE The $725 Billion Question: Who Is Really Winning the Global AI Race?

EXECUTIVE SUMMARY

The global artificial-intelligence race can no longer be judged by asking which company owns the highest-scoring model. Rankings change within weeks,
and temporary benchmark leadership does not translate into the strongest business. The contest now spans five interlocking layers: frontier-model
capability, consumer distribution, enterprise adoption, cloud infrastructure, and semiconductor supply. The winners differ by layer, which is why the

useful conclusion of 2026 is that artificial intelligence is not one race but several.

The scale of capital defines the year. Amazon, Microsoft, Alphabet, and Meta alone plan between $695 billion and $725 billion of capital expenditure in
2026, roughly 77% above 2025's estimated $410 billion and the largest single-year corporate investment cycle in history, about 2.4 times the $285.9 billion
of US private Al investment Stanford recorded for 2025. The industry has moved from a software cycle into an infrastructure supercycle, favouring firms

that can fund data centres and chips from existing cash flows.

The leaders separate cleanly by layer. OpenAl holds the strongest disclosed consumer position (900 million-plus weekly users); Anthropic the strongest
independent enterprise and coding challenge ($47 billion-plus run rate); Google the most complete integrated stack; Microsoft the enterprise software
channel; Amazon cloud economics through AWS. Nvidia remains the largest immediate beneficiary, with $75.2 billion of data-centre revenue in one
quarter, while Broadcom gains from custom silicon. The year's most strategic finding is geopolitical. Stanford's 2026 AI Index reports the gap between
the best US and best Chinese model narrowed to 2.7% by March 2026, from 17.5 to 31.6 percentage points in May 2023, with the two exchanging the
lead repeatedly. National origin is a weakening predictor of model quality, even as the US retains a decisive lead in private capital and China leads in

patents, publications, and industrial robotics.

The Infrastructure Supercycle: 2026 Capex of the Four US Hyperscalers
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Figure 1. The infrastructure supercycle: combined hyperscaler capex: approaches three-quarters of a trillion dollars. Sources: company filings; Goldman Sachs (Jun 2026).
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THE AI RACE IN NUMBERS

The competitive picture makes sense only when the industry is divided into layers rather than treated as a single leaderboard. OpenAl owns the largest
dedicated consumer audience; Anthropic a fast-growing enterprise platform; Google an integrated stack from research to chips; Microsoft the enterprise
software channel; Amazon cloud and custom silicon. Meta, Apple, Tencent, and ByteDance hold captive audiences, while Nvidia and Broadcom sell the
hardware on which almost every contender depends.

Not One Race but Several: Who Leads Each Layer

Consumer distribution OpenAl (900M+ weekly users)
Enterprise laboratory 1 Ul ol CE R e L)
Integrated full stack Google (rescarch to chips)
Enterprise software channel 1 QUGS EERE RIS
Cloud infrastructurc Amazon AWS (37.8% margin)
Semiconductors Nvidia ($75.2B DC revenuc)

Positions as disclosed through 13 July 2026; run-vates are company-reported, not asdited, Saurce: company disclosures; The Fdge analysis.

Figure 2. Not one race but several: the layer leaders as disclosed throngh 13 July 2026. Source: company disclosures; The Edge analysis.

The figures are not perfectly comparable, since the companies use different accounting treatments, some include finance leases, and not every dollar is
Al-attributable. Even so, the total shows an industry that has shifted from writing software to pouring concrete, laying fibre, and buying processors at
national scale, and it favours incumbents able to finance the buildout from existing cash flows
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OPENAI: THE STRONGEST DISCLOSED CONSUMER
POSITION

OpenAl currently has the clearest disclosed lead in dedicated consumer
Al The company reported more than 900 million weekly active
ChatGPT users and over 50 million consumer subscribers. It also said
enterprise products accounted for more than 40% of revenue, its
interfaces were processing more than 15 billion tokens a minute, and its
Codex coding tool had reached three million weekly active users. Its
financial capacity has expanded just as sharply: OpenAl closed its latest
round with $122 billion in committed capital at an $852 billion post-
money valuation, and SoftBank executed a further $10 billion tranche on
1 July as part of $30 billion of additional investment scheduled across
2026. Committed capital, it should be noted, is not the same as cash

already received.

OpenAl also remains at the technical frontier; its GPT-5.6 family,
released in July, was reported to reach 80 on the Artificial Analysis
Coding Agent Index at highest compute, a figure that should be read
alongside cost and test harness rather than as a permanent ranking. Its
real advantage is the combination of a recognised brand, subscription
revenue, developer usage, enterprise demand, and multiple infrastructure
partners. The principal challenge is the capital required to sustain that
flywheel as inference costs and model prices fall.

ANTHROPIC: THE STRONGEST INDEPENDENT
ENTERPRISE CHALLENGER

Anthropic has emerged as OpenAl's strongest independent-laboratory
competitor, particularly in software development, enterprise workflows,
computer use, and autonomous agents. The company reported that its
annualised revenue run rate crossed $47 billion in May 2026, and
simultaneously announced a $65 billion funding round at a $965 billion
post-money valuation, one of the largest private financings in technology
history. These are company-reported run-rate and private-market figures
rather than audited full-year revenue or a public valuation, but they
demonstrate the extraordinary speed of enterprise adoption.

Claude has developed a particularly strong position in coding and
browser-based work; Anthropic reported that Claude Opus 4.8 scored
84% on Online-Mind2Web, an evaluation of agents completing web
tasks. The commercial strategy increasingly centres on customers
embedding Claude in software development, knowledge management,
and regulated workflows rather than relying on a mass-market chatbot.
Its infrastructure approach is also notable: Anthropic draws computing
capacity from providers that compete with one another to host Al
workloads, including Amazon and Google. This multicloud structure
reduces dependence on any single provider, but it also shows how even
a highly valued laboratory remains reliant on hyperscalers for chips,

electricity, and financing.
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GOOGLE: THE MOST COMPLETE INTEGRATED STACK

Google may possess the broadest collection of Al assets within one organisation: DeepMind research, the Gemini models, Google Search, YouTube,
Android, Workspace, Google Cloud, proptietary Tensor Processing Units, and one of the world's largest data-centre netwotks. Its Gemini 3.5 Flash
model card reported scotres of 76.2% on Terminal-Bench 2.1, 83.6% on MCP Atlas, and 78.4% on OSWotld-Verified, while the same table showed
competing systems leading on other evaluations, reinforcing the conclusion that no single model ranking is definitive.

More important for investors, Google is translating Al demand into cloud revenue: Google Cloud rose 63% year on year to $20 billion in Q1 2026, with
Al the largest contributor, operating income of $6.6 billion at a 32.9% margin, and backlog near $462 billion. Alphabet raised 2026 capex guidance to
$180-190 billion. Its central challenge is managing the transition from search to agentic services without weakening the advertising economics that finance
the programme, but its ownership of models, chips, cloud, and distribution makes it among the least externally dependent players in the industry.

The Spending Paradox: US Invests 23x More for a 2.7% Model Lead
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Figure 3. The spending paradox: the US invests 23 times more, yet leads the model frontier by only 2.7%. Source: Stanford Al Index 2026 (HAI).
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THE INFRASTRUCTURE LAYER: MICROSOFT, AMAZON AND ORACLE

MICROSOFT: THE ENTERPRISE DISTRIBUTION ADVANTAGE

Microsoft's strength is controlling the software environment where millions of organisations already work. Its Al business surpassed a $37 billion annual
run rate in the March quarter, up 123% year on year, while Microsoft Cloud reached $54.5 billion and Azure grew 40%. It is embedding Al across
Microsoft 365, Azure, GitHub, security, and Dynamics, and plans roughly $190 billion of 2026 capex, including about $25 billion tied to higher component
prices. Its advantage is placing Al inside existing enterprise contracts and workflows; its risk is that a multicloud, multimodel market erodes the exclusivity
of any single laboratory relationship.

AMAZON: TURNING CLOUD SCALE INTO AN AI PLATFORM

Amazon's strength is infrastructure economics. AWS generated $37.6 billion in Q1 2026, up 28%, and $14.2 billion of operating income, a margin near
37.8%. Amazon expects roughly $200 billion of company-wide 2026 investment, offering Nvidia capacity while expanding proprietary Trainium, Graviton,
and Nitro chips; its Trainium?2 line was fully subscribed by end-2025 with 1.4 million units installed, and Anthropic runs a cluster of more than 500,000
of them. Because Bedrock offers many model families, AWS monetises compute, storage, networking, and security regardless of which laboratory leads
a benchmark, a clear example of why scarce compute can outlast a temporary model lead.

ORACLE: A MAJOR INFRASTRUCTURE CHALLENGER

Oracle is smaller than the big three but expanding fast from a lower base: OCI revenue rose 93% year on year to $5.8 billion in its fiscal Q4, full-year
infrastructure revenue reached $18.1 billion, and remaining performance obligations climbed to $638 billion, roughly 9.5 times annual revenue. Its growth

shows Al demand is not consolidating entirely inside the three traditional hyperscalers, and the $48 billion it raised in fiscal 2026 illustrates the financial
burden of the buildout.
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THE SEMICONDUCTOR CONTEST:
BroAaDCOM AND CUSTOM SILICON

NVIDIA,

The clearest financial winner from the infrastructure phase remains
Nvidia. The company generated $81.6 billion of quarterly revenue in the
three months ended 26 April 2026, up 85% year on year, with data-centre
revenue of $75.2 billion, up 92%, accounting for roughly 92% of the
total, at a GAAP gross margin of 74.9%. Nvidia's moat extends beyond
processors to networking, interconnects, software libraries, and
developer familiarity. Hyperscalers are building alternatives, but most
continue to buy Nvidia equipment while doing so because aggregate
demand exceeds the capacity available from any one architecture. The
principal long-term risk is that custom processors capture a larger share
of predictable inference workloads, redistributing part of the profit pool
toward Broadcom and cloud-designed silicon.

Broadcom is the strongest listed beneficiary of that shift. Its Al
semiconductor revenue reached $10.8 billion in its second fiscal quarter,
up 143% year on year, and the company expects the figure to rise toward
$16 billion in the following quarter. Amazon, Google, and Microsoft are
all expanding proprietary chips, while OpenAl has announced a custom
inference-chip partnership with Broadcom. The likely outcome is not the
disappearance of Nvidia but a more segmented market in which
premium training, general inference, low-cost serving, and  pecialized
workloads use different processors. One structural dependency underlies
the entire layer: almost every leading Al chip still relies on advanced
manufacturing concentrated at Taiwan Semiconductor Manufacturing
Company, which makes foundry capacity and geopolitical resilience
critical variables.

CHINA: BUILDING A PARALLEL FULL STACK

China's competitive challenge is broader than any single model
developer. DeepSeek, Alibaba, Baidu, Tencent, and ByteDance compete
in models and applications, while Huawei constructs a domestic
hardwate alternative. Stanford's 2.7% frontier-model gap should not be
read as equality across the whole ecosystem: the United States still
produces more highly ranked frontier systems and attracts far more
disclosed private capital, $285.9 billion versus China's $12.4 billion in
2025. But Stanford also cautions that private figures understate Chinese
investment because they exclude much government-supported funding,
and China leads in publication volume, citations, total patent output

(roughly 70% of global filings), and industrial-robot installations.

Near-Parity at the Frontier: The US-China Model Gap Has Collapsed

24.5%

May 2023 Jan 2024 Jan 2025

Figure 4. Near-parity at the frontier: the US-China model gap collapsed from 17.5-31.6 points to
2.7%. Sonrce: Stanford Al Index 2026 (HAI).
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China's Parallel Stack: Commercial AT Traction Is Real
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Figure 5. China's parallel stack shows real commercial traction. RMB converted at ~6.9/USD; Tencent figure is total revenue. Sources: company filings.

The commercial traction is real. Alibaba's Cloud Intelligence Group revenue reached about $6.0 billion in the March quatter, with Al-related products
delivering triple-digit growth for an eleventh consecutive quarter and reaching an annualised run rate near $5.2 billion. Baidu reported Al-powered business
revenue up 49% and Al cloud infrastructure revenue up 79%, so that Al-related activity represented 52% of its general business revenue. Tencent brings
distribution: 1.432 billion combined monthly users across Weixin and WeChat, into which it can embed models and agents without building a new
audience. DeepSeck continues to strengthen China's open-model position, releasing its V4 family, with a 1.6-trillion-parameter mixture-of-experts model
activating 49 billion parameters per token, under open licence. Huawei's Atlas 950 SuperPoD, connecting up to 8,192 processing units, gives China a
credible domestic architecture when access to the most advanced foreign processors is restricted. China's binding constraint remains advanced fabrication;
its compensating strengths are market scale, engineering depth, and state-supported infrastructure.
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THE SOVEREIGN CONTENDERS: EUROPE, THE GULF AND ASIA

EUROPE: OPEN AND SOVEREIGN Al

Europe has not matched US capital or China's scale but is building a differentiated position around open models, privacy, and sovereignty. France's Mistral
Al is the region's most prominent independent laboratory, its open-weight Mistral Large 3 (675 billion total, 41 billion active parameters) released under
Apache 2.0 for organisations wanting control over deployment and data. Cohere and Germany's Aleph Alpha pursue a related enterprise-sovereignty
strategy, backed by a EUR 500 million commitment from Schwarz Group companies. Europe's weakness is hyperscale capital; its opportunity is customers
who value local hosting, auditability, and control above the single highest-scoring model.

THE GULF: AN EMERGING INFRASTRUCTURE HUB

The Gulf's strongest position is likely to come from capital, energy, land, data-centre development, Arabic-language applications, and soveteign
partnerships rather than an immediate attempt to reproduce every element of the US or Chinese ecosystem. The UAE's Stargate project is the clearest
example: a one-gigawatt Al cluster planned within a wider five-gigawatt UAE-US campus in Abu Dhabi, with G42 leading development and OpenAl,
Oracle, Nvidia, SoftBank, and Cisco participating, the first 200-megawatt phase scheduled for 2026. The UAE also shows unusually high adoption, which
Stanford estimated at 64% of the population against 28.3% in the United States. Saudi Arabia is pursuing a broader sovereign full-stack strategy through
HUMAIN, launched by the Public Investment Fund to develop data centres, cloud infrastructure, models, and applications with an emphasis on Arabic
and multimodal systems.

For the wider region, the opportunity extends well beyond building general-purpose models: Arabic-language financial services, government platforms,
energy optimisation, health, logistics, cybersecurity, and regional data hosting. Kuwait and other GCC economies are well placed to participate through
financial-sector applications, Arabic systems, regulated data services, and future infrastructure partnerships. Capturing that opportunity will depend on
electricity availability, connectivity, regulatory frameworks, technical skills, and investment in Al-ready data-centre capacity.

INDIA, JAPAN AND SOUTH KOREA

India's advantage is its softwatre workforce, multilingual market, and digital public infrastructure; the IndiaAl Mission carries an INR 103.72 billion budget
and is building access to more than 18,000 subsidised GPUs. Japan's approach is financing-led, with SoftBank completing a second $10 billion OpenAl
tranche in July and a third planned for October. South Korea pairs domestic platforms with semiconductor expertise: Naver built Korea's largest Al
cluster (4,000 Nvidia B200 processors) and reported compressing a development cycle from 18 months to roughly 1.5.
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POWER IS BECOMING AS IMPORTANT AS ALGORITHMS

The physical constraints on Al are becoming impossible to separate from the software race. The International Energy Agency's base case projects that
electricity generation serving data centres will rise from 460 terawatt-hours in 2024 to more than 1,000 TWh in 2030 and 1,300 TWh in 2035, with its
updated 2026 assessment placing direct facility consumption near 950 TWh by 2030, around 3% of global demand. Renewables are expected to supply
nearly half the incremental electricity, but natural gas and coal together could meet more than 40% of additional demand through the end of the decade.

Securing grid connections, generation, cooling, water, transformers, and land may therefore determine how fast capital commitments become usable
capacity, creating a widening gap between announced spending and operational infrastructure. The United States hosts more than 5,400 data centres, over
ten times any other country, which supports its leadership but concentrates the burden of transmission investment and permitting. Countries offering
reliable power, faster approvals, and stability may gain a larger role in the next phase.

Power Is the New Constraint: Data-Centre Electricity to 2035
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Figure 6. Power is the new constraint: data-centre electricity roughly triples by 2035. Source: International Energy Agency (2026).
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WHO IS ACTUALLY WINNING?

There is no single winner across every layer. The honest scorecard reads as follows:

OpenAl leads dedicated consumer Al (900M+ weekly users, strongest brand); Anthropic is the strongest independent enterprise and coding challenger.
Google has the most complete proprietary stack; Microsoft the strongest enterprise software channel; Amazon one of the strongest infrastructure
positions. Nvidia remains the largest immediate financial beneficiary, while Broadcom gains from the move toward custom accelerators. China has
sharply narrowed the measured model gap and is building a parallel ecosystem across open models, consumer platforms, cloud, and domestic processots.
Meta, xAl, and Apple retain options through distribution, devices, or compute; Europe, the Gulf, India, Japan, and South Korea compete through
sovereign infrastructure, local languages, and partnerships.

The next phase of the Al race will be decided by the cost and reliability of delivering useful intelligence, not solely by the cost of training the largest model.
As frontier capabilities converge, differentiation will move toward latency, accuracy, enterprise integration, proprietary data, security, and the ability of
agents to complete real economic tasks. Smaller and specialised models are likely to handle more routine workloads, while the most expensive frontier
systems are reserved for complex reasoning, scientific research, and long-running autonomous operations. That shift favours companies possessing several
reinforcing assets at once: computing capacity, distribution, existing customer relationships, and enough cash flow to renew infrastructure continuously.

It also explains why selling chips, cloud capacity, or enterprise platforms may prove more defensible than holding a model lead that lasts only weeks.

The Al economy is therefore unlikely to be winner-takes-all. A layered system is more probable, in which a few frontier laboratories coexist with hyperscale
clouds, chip suppliers, sovereign infrastructure providers, and regional developers. The largest risk is that spending runs ahead of monetisation, with up
to $725 billion of capex in a single year against rising electricity, equipment, and construction costs. Returns will depend on utilisation, pricing discipline,
and whether Al produces measurable new productivity rather than merely shifting existing software spend.

METHODOLOGY & VERIFICATION NOTE

Figures reflect official company releases, investor disclosures, model cards, and institutional reports available through 13 July 2026, cross-checked against Stanford HAL the IEA, and market
reporting from approved sources. Private-company revenue fignres are annualised run rates reported by the companies and should not be treated as audited full-year revenne; private valuations reflect
[financing rounds rather than public-market price discovery. Model benchmarks are presented as reported by their developers, and because test harnesses, reasoning budgets, software environments, release
dates, and costs differ, direct comparisons are imperfect and no single benchmark is treated as definitive. Capital-expenditure fignres use different accounting definitions, some include finance leases, and
not all spending is attributable to AL Chinese revenne fignres are converted from RMB at approximately 6.9 per US dollar and will vary with exchange rates. |V erification confidence is high for the
core investment, run-rate, user, capacity, and benchmark figures, which match primary disclosures as of publication. Given the pace of change in this sector, all figures should be re-verified before
republication.
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